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Abstract. Focus + context techniques are widely used for the efficient
visualization of large data sets. However, the corresponding adaptation of
the representation to the task at hand is not trivial, requiring a suitable
model of the visualization goal. One type of focus + context technique
is the use of lenses, interactive tools that modify the visualization in a
locally confined region and can be ’stacked’ to create complex filters. In
this paper we propose a new approach to intergrate smart lenses into the
visualization process based on Chi’s Data State Reference Model.This
allows us to automatically adapt specific aspects of the visualization
based on relevant influence factors, without complex task modeling.

1 Motivation

The size of today’s typical data sets is increasing steadily, requiring new strate-
gies in exploring the data to gain insight in an efficient manner. For this purpose
information visualization is a well-known approach for its ability to support the
analysis of huge data sets. Yet the limited screen size does not allow to show the
entire data set in full detail as this would inevitably cause visual cluttering [1].
Consequently, we must show the data with different granularity based on its
importance with respect to a given user’s goal.

A common approach to this end is the concept of focus + context. Here,
a region of interest (RoI) is defined as focus that encloses the subset of data
elements most relevant to the user, shown in full detail. The context provides an
overview of the remaining data with reduced fidelity, and serves to maintain user
orientation when navigating the data set. However, deciding what data is relevant
is by no means a trivial problem. The automatic RoI specification requires a
suitable model of the user’s task at hand [2]. For this reason, many approaches
rely on the interactive selection of the RoI by the user instead, delegating to her
the decision what data is relevant.

One representative of such focus + context techniques are the so-called lenses.
These are filters that are placed interactively by the user and alter the visual-
ization in a locally confined region [3]. Multiple lenses can also be ’stacked’ to
combine filter effects [3, 4]. Moreover, applying a filter only to a contained RoI
is on principle more efficient than applying it globally.

In this paper, we present a concept for the definition of smart lenses based on
the the Data State Reference Model (DSRM) by Chi [5], understanding lenses as
individual operators within this framework. Smart in this context means that no
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holistic task model is required. Instead, single lenses can be employed to modify
specific aspects of the visualization within the current RoI. We also provide a
systematization of the influence factors that guide the selection and adequate
parametrization of those lenses together with some motivating examples.

The paper is structured as follows. In Sect.2 the DSRM is briefly introduced
and examples for lens operators on its different stages are given. Section 3 dis-
cusses our approach for lens definitions in detail, while Sect. 4 gives examples
for their application. Sect. 5 gives a summary and some concluding remarks.

2 The Data-State-Reference Model

Our approach is based on Chi’s Data State Reference Model (DSRM) [5]. It
describes the visualization process as a pipeline of four stages (data states), which
are sets of data elements with attributes, and operators on the data (Fig. 1).
The four stages are, in order of traversal:

1. Raw data, i.e. the input data elements with attribute values.
2. Analytical abstractions, obtained from raw data values e.g. by calculating

statistical moments. Data on this stage is sometimes referred to as meta data.
3. Visual abstractions, i.e. high-level visualization concepts such as Scatter-

plots or 3D surface representations (e.g. triangle meshes).
4. Image data that is the result of the rendering process, i.e. pixel data.

Fig. 1. Data State Reference Model [5] forming the framework for lens integration.

Data is transformed and propagated through the pipeline by operators of two
different types, stage operators and transformation operators [5]. Stage operators
work within a single data stage, while transformation operators transfer data
from one state to another (cf. Fig. 1). The DSRM further distinguishes between
three different types of transformation operators based on the pipeline stages
they connect:

– Filtering operators transform raw data values into analytical abstractions.
This for example includes interpolation of missing values, removal of erro-
neous readings, and the calculation of mean and extreme values etc.

– Mapping operators take analytical abstractions as input and map these to
visual abstractions, e.g. by means of color mapping.
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– Rendering operators process the high-level visual abstractions in order to
obtain the visual representation.

In this context, we can also understand lenses as operators in the DSRM,
albeit spatially confined to the current RoI [4]. Furthermore, the data states can
be divided into two groups [5]. The first two states define the (abstract) data
domain, whereas the last two describe data in the presentation domain (Fig. 1).
This corresponds to the distinction between semantic and graphical lenses [6].
The versatility of this operator-based concept for lens definitions is illustrated
by the following examples.

– Lenses as stage operators on data values can control the ratio of visualized
values in the lens region to avoid clutter (sampling, e.g. [1, 7]), remove errors
or interpolate new data.

– Lenses as operators on analytical abstractions can be used to sample the
corresponding data elements on this stage, as well as to show additional
informations about the data, e.g. characteristics of the cluster(s) in the RoI.

– Lenses as operators on visual abstractions can for example change the Level-
of-detail (LoD) of a given surface mesh [8, 9] or generalize (simplify, aggre-
gate) shapes in the lens region [10].

– Lenses as operators on image data realize standard per-pixel image modifi-
cations like hue or contrast adjustment, which e.g. can be used to overcome
color vision deficiencies, or pixel-based distortions [11].

– Lenses as filter operators offer the possibility to calculate additional data
characteristics on demand, like node metrics in a large graph [12], and vice
versa, to filter out unimportant information like crossing edges to reduce
clutter [13].

– Lens as mapping operators modify the mapping process and thereby decide
about the type of visual representation. This can be used to visualize addi-
tional or different other aspects of the data in the RoI than in the remaining
image, e.g. [8, 3, 14]

– Lenses as rendering operators realize graphical lenses, for example distortion
lenses like Rase’s Cartographic Lens [15, 16].

Furthermore there are lens functions that consist of more than one operator on
multiple pipeline stages, if for example the modification of the visual represen-
tation (3rd stage) is done based on semantic information from the data domain
(1st or 2nd stages). A representative for this kind of functions is the Semantic
Depth-of-Field approach by Hauser et al. [17].

As the examples show, lenses as operators can be applied on every stage of
the model in a useful way. In doing so, there are basically two ways to integrate
a lens into the visualization process [1]:

– Two separate pipelines are used, one for creating the underlying visualization
and one for the lens region.

– The entire image including the lens region is produced using a single pipeline.
The lens function alters data on the different stages directly (cf. [1]).



4 Thiede, Fuchs, Schumann

Although with the first approach it is easier to modularize it can not be used for
stacking lenses, as their pipelines process the data independently unless elaborate
interprocess communication is used. Therefore, we opted to implement a single
visualization pipeline that is modified directly by all active lenses [4], with each
lens defined as a self-contained plug-in using a declarative script (cf. Fig. 2).

Our goal is to extend our existing approach from [4] by further automating
aspects of the lens that previously were left to the user. This will make lenses
smart in that, based to the user’s goal, only specific aspects of the visualization
are adapted within the current RoI.

3 Specification of Smart Lenses

3.1 General Lens Definition

A lens is defined by three parameters position, shape and the lens function.
The position of a lens specifies the location of the lens in the visual rep-

resentation. This is either a 2D point on the virtual canvas in case of a 2D
visualization, or 3D coordinates in virtual viewspace.

The shape defines the boundary of the RoI enclosed by this lens. Usually,
the shape is defined through simple geometries such as rectangles, circles and
cubes, spheres for the 2D and 3D cases, respectively. However, more complex
shapes are also possible, e.g. polygons with holes. In conjunction with the lens
position, the shape therefore uniquely defines the region that is affected by the
lens function in view space (i.e., an area or volume). As a corollary to this, the
lens’ region changes every time either its position or shape change. Moreover,
due to the functional dependencies imposed by the DSRM operators, the shape
always partitions the data elements of each pipeline stage into two disjoint sub-
sets: the inside of the lens region contains all data elements affected by the lens
function, and the second set contains everything else. A lens shape defined in
the view space must therefore be mapped into the lower stages if influenced by a
corresponding operator. This is a major issue and will be revisited in Section 3.1.

Lastly, the lens function can add, remove and modify data elements on each
stage of the DSRM just like any other operator. Hence the lens function specifies
how the elements within the lens region are processed.

Usually the user specifies these lens parameters interactively with regard to
her interests. Our goal is an automatic parameterization to the extend possible.
This means a smart lens should be adapted automatically with regard to cer-
tain aspects of the task at hand. To this end, we first have to identify relevant
aspects that may influence lens parameters. Then, meaningful strategies for the
automatic parametrization based on those aspects need to be derived.

3.2 Automatic adaptation of lens parameters

The relevant aspects with respect to an automatic lens parametrization can be
broken down into three broad categories:
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– User-related aspects: In general these aspects are specified by means of
a user profile that contains information like the overall proficiency or more
fine-grained preferences of the user. For example, the user might prefer a
circular rather a rectangular lens shape for a given application.

– Data-related aspects: Here the lens is adapted with regard to specific
data characteristics, e.g. including values similar to a reference value, or
child elements of a selection in a hierarchy, in order to set both position
and shape of the lens in a way that interesting elements are contained by
the lens region. For static data sets as used in our examples, this can be
achieved using appropriate filter conditions1.

– Task-related aspects: These aspects reflect the user goals in the context
of the tasks at hand. For localization tasks this can mean the automatic
placements of lenses over conceivable regions of interest. For identification
or comparison tasks, the lens function could for example automatically apply
a locally optimized or a global color scale, respectively [18].

The examples above show that different aspects may influence the lens pa-
rameters, and that an automatic adaptation can support the user in exploring
her data and solving the tasks at hand.

Now the question is how this automatic adaptation should be realized. For
this purpose let us have a look at the automatic adjustment of user interfaces in
the context of multiple user interfaces for different devices (see [19]). Here, the
adaptation process is done based on different models. (i) user model includes
the user-driven aspects, (ii) a task model specifies a hierarchy of compound
tasks with subtasks and their (temporal, causal) relationships, describing the
structure of the task to be solved, and (iii) a dialog model, often derived from
the task model, is used to organize the UI in functional groups and to layout
GUI elements in a platform-independent way [20].

Instead of applying such extensive model descriptions we propose a simpler
strategy: to describe the aspects relevant for the parametrization of smart lenses
within the declaration scripts for the corresponding plug-ins. Currently, we use
one such script per lens and user that we extend to contain the following addi-
tional information (cf. Fig. 2):

– The preferred lens shape,
– the Region of Interest in the data domain, and
– the required lens functions.

The preferred lens shape was chosen to include at least one user-driven aspect.
The RoI specification was chosen because it is important to consider data- and
task driven aspects as well. A RoI in the data domain includes data elements
from specific attribute value ranges of interest. This can be expressed by means
of suitable filter conditions. For our prototype, we use a notation inspired by the
OGC Filter Specification [21]. Its XML syntax allows to express complex nested
conditions including spatial, arithmetic and logic constraints (cf. Fig. 2, right). A

1 For dynamically changing data sets, a far more complex approach would be required.
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Fig. 2. Examples of lens definition scripts. On the left is the definition of the lens from
Fig. 4(left). The script on the right defines the Texture lens from Fig. 5, including a
composite filter to specifiy a RoI in data domain.

task-driven specification of RoI also makes sense, e.g. focusing on specific spatial
regions. To maintain the highest degree of flexibility we allow the specification
of RoI at every stage of the data state reference model. The lens function can
be selected from a list of predefined functions (i.e. available as plug-in classes,
cf. Fig. 2). These functions can be seen as specific operators at different stages
of the data state reference model.

Our approach can be summarized as follows: First the script has to be spec-
ified, from which the corresponding operators required in the DSRM for the
smart lenses are generated. The script therefore abstracts from the actual im-
plementation of the visualization process, and can be reused or modified for
other data sets or other visualization settings. Conceptually, such a script can
be auto-generated after relevant aspects have been queried from the user, e.g.
using a wizzard-style dialog. Subsequently, the visual output is generated by a
processing pipeline realizing the DSRM.

As already mentioned in Sect. 3.1, a major point in the context of operator
specification is the definition and mapping of the RoI on the different stages. We
will discuss this problem in more detail in the next subsection.

3.3 Description of the lens region on every stage of the DSRM

The script defines lens functions as operators within the DSRM. Thus, we need
a valid description of the lens region at every stage of the DSRM. To achieve
this goal we use the concept of half spaces, which is flexible enough to describe
different shapes at different stages of the DSRM. Generally, a half-space is that
portion of an n-dimensional space obtained by removing that part lying on one
side of an (n− 1)-dimensional hyperplane. Therefore, an arbitrary region in the
n-dimensional (data) space can be defined as the intersection of appropriate
half spaces. In the simplest case, this means to partition the data space along
each relevant attribute axis twice, at the minimum and the maximum value of
interest, respectively.
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The challenge is to map such region definitions from one stage onto the other
and vice versa. In particular, we have to consider the following two cases:

– The lens region has been specified at the first stage (raw data): This is the
simplest case. We use the pipeline to map the lens region onto the following
stages.

– The lens region specified at a later stage of the pipeline, but the specified lens
function requires operators on previous stages: In this case we additionally
need an inverse mechanism, or back-projection, to collect the data elements
associated with this region on the earlier stages.

There are two approaches to the inverse mapping required for the second case:

– If for each lens operator an inverse operator exists, those inverse operators
can be used to calculate the lens region on earlier stages of the DSRM.
Usually, however, such inverse operators are not feasible at all, and in some
other cases it is not an easy task to define them.

– Another idea is to use a multi-pass approach to specify the lens region on
every stage. During the first pipeline pass, for the second and subsequent
stages lookup tables are generated. These contain, for each data element on
a given stage, the associated input elements for the transformation operators
from the previous stage. During the second pass, data elements contributing
to the lens regions on the different stages are processed according to the lens
function. Besides requiring two passes, a major disadvantage of this approach
is the potential memory requirements for the lookup tables, especially for
large data sets.

Although the first alternative is faster and generally has a smaller mem-
ory footprint, we use the second approach. We can not assume that all inverse
operators are given, and we want to assure getting a valid result in any case.

Up to now we have only considered the definition and mapping of a single
lens region. In fact, several lens regions at different stages can be defined by
scripts. If these lens regions overlap, it will be necessary to detect and solve
potential conflicts.

3.4 Combination of Smart Lenses

Combining two (or more) overlapping lenses requires two steps. First, the lens
regions have to be merged. Since we define lens regions as an intersection of half
spaces, their unification is a trivial task.

The second step is the combined execution of the DSRM operators constitut-
ing both lens functions of the overlapping regions. This requires an additional
effort. There are different approaches imaginable:

– Precedence: Only one lens function is applied to the overlapping region.
Which function takes precedence can be determined by the order of specifi-
cation or priority values from the script.
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– Fusion of the lens functions: In this case a new lens function for the overlap-
ping part is specified based on the operators constituting the original lens
function. This requires a suitable and consistent function description, e.g.
with predicate logic.

– Combination of function outputs: Both lens functions are independently ap-
plied to the overlapping region, the output element sets are merged (cf. [1]).

Because a description of the lens function using predicate logic is not always
available we deepen the more general approach of combining lens function results.

Furthermore, if we combine the output elements of several functions there
can be distinguished three different kinds of potential conflicts:

– The results of two lenses overwrite attributes of the same data elements of
the data stage, referred to as a write conflict.

– One lens L1 operates on data elements which attributes are modified by
another lens L2’s output. In this case lens L1 depends on L2. This kind of
conflict thus is a dependency conflict.

– If there are two or more lenses which have a potential write conflict between
their results and a third lens uses these contested data elements as input, a
read conflict occurs, i.e. an ambiguity about which of the two possible result
sets the third lens operator should use.

Based on the assumption that the visualization pipeline itself (i.e. the vi-
sualization without applied lenses) is void of conflicts, a single lens will never
result in a conflict as lens functions by design always take precedence over reg-
ular pipeline operators. Furthermore, read conflicts can only occur if there are
unresolved write conflicts. Solving the triggering write conflict automatically
cancels the read conflict as well. Dependency conflicts can also be solved easily
by appropriately marshaling the execution order of lens operators. Only write
conflicts can not be solved by intrinsic means.

However, before conflicts can be resolved they first need to be detected.
To this end, formal description of the output elements of the lens operators is
required. We chose to use a mathematical set notation as follows.

Each of the four stages in the DSRM is represented by a set Ai of attributes
aik; 1 ≤ i ≤ 4; 1 ≤ k ≤ |Ai| that are associated with the data elements at
the corresponding stage [4], i.e. A1 correspond to Raw data attributes, whereas
elements from A2 represent attributes of analytical abstractions, and so on.

A lens operator f transforms data elements with associated attributes from
a source set Sf

n (nth stage) to a target set T f
m (mth stage):

Sf
n ⊆

⋃
1≤i≤n

Ai, T f
m ⊆

⋃
m≤i≤4

Ai

This formalism allows us to detect, and in some cases to automatically resolve,
the aforementioned conflict types. Let

f : Sf
n → T f

m; 1 ≤ n ≤ m ≤ 4, and
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g : Sg
p → T g

q ; 1 ≤ p ≤ q ≤ 4.

A potential dependency conflict occurs if T f
m ∩ Sg

p 6= ∅. In this case g depends
on f and therefore, to avoid dependency conflicts f must be executed before g.
This guarantees attributes are only used as elements of an input set after all
modifying operations have completed.

A write conflict, on the other hand, occurs if T f
m ∩ T g

q 6= ∅. As mentioned
above, although this type of conflict can be detected, it does not lend itself to
an inherent solution.

However, smart lenses must have the ability to resolve even write conflicts
automatically. One approach to address this problem is a priority mechanism
that determines which lens operator takes precedence. To this end, we have
extended our script in such a way that it includes priority values for operators.

4 Realization and Usage Examples

Given such a script that reflects the user’s interests, we now want to illustrate the
different aspects of smart lenses in the scope of the visualization system Land-
Vis [22] for healthcare data. It shows a map divided into areas correlating to
the administrative districts on various levels (federal states, districts, ZIP code
areas). Different choropleth representations and icon techniques are available for
the incident analysis of several diseases (e.g. flu or respiratory problems). The
application of the major influence factors identified in Section 3.2 is demon-
strated in each of the following examples. The goal in every case is to provide
additional information about the data in the region of interest whereas the smart
lens application provides the automatic adjustment of relevant parameters.

A common task when exploring geo-referenced data sets is the localization of
extreme values. Moreover, the spatial location of this value can exhibit temporal
dependecies – for LandVis, monthly aggregates of disease incidents have been
recorded over several years –, so one may look for the current maximum at the
current time step. Figure 3 shows a ’maximum lens’ which could be used in this
situation. The lens function modifies the fill color of the map region according
to the number of incidents by superimposing a full red color with increasing
opacity. The lens shape can be either static according to the user’s preference,
e.g. rectangular (Fig. 3 left), or data-driven, i.e. adjust itself automatically to
match the shape of the currently focussed map area (Fig. 3 right). The (initial)
lens position is centered on the map area exhibiting current maximum value.
Position updates can be data-driven as well, by automatically re-locating the
lens when the current maximum changes.

A second common task is to observe a specific region of interest in high detail.
An example is the local region where a physician’s office is located and where
therefore the temporal developement of treated diseases is of primary interest.
In this case, most lens parameters will be determined in the script according to
user requirements. Figure 4 gives an example for such a lens. The lens is initially
positioned over the physician’s stated location (address), while the map region
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Fig. 3. Example 1: A ’maximum lens’ modifies the fill color of map areas according to
the number of incidents. The shape is either set to a specific shape (left), or data-driven
(right), positioned automatically over the area with the current maximum.

under the lens is also enlarged using a fisheye magnification [15] with a user-
specified magnification factor. The lens function was set to use a ThemeRiver
[23] icon for temporal analysis.

Fig. 4. Example 2: Lens that embeds ThemeRiver [23] icons into the map representa-
tion for detail analysis, combined with a fisheye distortion with a user-defined magni-
fication factor. The lens is initially positioned over the user’s state ’home’ location.

As a last example, Figure 5 shows the support for an analysis of temporal
trends in the disease data set. The lens function creates a choropleth represen-
tation in the lens region that uses a directional texture to indicate the yearly
maximum of incidents for a given disease. Again, the lens shape can either be set
to a fixed shape (user-driven, Fig. 5 left), or automatically adapt to the shape of
the currently focussed map area (data-driven, Fig. 5 right). The right figure also
shows an example of a two-lens combination, where a fisheye distortion enlarges
small map regions to enhance the legibility of the directional texture. The lens
position in both cases is manipulated exclusively through user interaction as the
current region of interest can not be derived from the broad task specification.

5 Conclusion

In this paper, we proposed a new approach to define smart lenses, meaning that
our approach allows the versatile definition and combination of arbitray lens
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Fig. 5. Example 3: Interactively positioned lens for the analysis of temporal trends. The
directional texture in this example consists of red-tipped indicators that point to the
month of the yearly incident maximum (1 o’clock is January, 12 o’clock is December).

functions for arbitrarily shaped regions of interest. This is achieved by using as
the basis for lens plug-ins Chi’s Data State reference Model, wherein lenses can
be defined as operators on any stage of the DSRM. Lens regions are defined by
means of half space intersection both within the data and the presentation do-
main. Possible conflicts of lens combinations are detected and partially resolved
using a formal set notation.

Thus, single lenses can be employed to modify specific aspects of the visu-
alization within the current RoI. To this end we proposed a systematization of
the influence factors that guide the selection and adequate parametrization of
those lenses. A major benefit of our approach therefore is that no extensive task
model is required.

However, our case studies are only the first step. A user evaluation could
provide valueable feedback on the relevance of the aspects considered and their
effectiveness in improving the use of lenses. Also, the current solution could be
improved in a number of ways. So far, the script-based definition of lenses is
limited, especially regarding the operators constituting the lens function. An ex-
tension of the script mechanism to allow more flexibility and fine-grained control
over operators seems a logical next step. Other aspects that could be improved
are the lens prioritization used to resolve write conflicts and the automatic se-
lection of scripts/lens functions based on the current task. So far, we use ver-
bal descriptions of common goals (e.g. localization, identification, comparison,
recognition of trends) in the script selection. However, a task model represents
a structured task description, and therefore could further enhance the script
selection process. Such task models have been used by our research group for
the task-specific adaptation of visual interfaces on different platforms [19]. It
would be worth to investigate how these task models can be used for automatic
adaptation of smart lenses.
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